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FACT 1 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Relational Data Graph Data— Queries Beyond a Single Platform —  
Q1: unstructured + structured data processing 

Q2: Join Postgres data with Spark data

Q3: Run machine learning tasks over graph data
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FACT 3 
— Variety of Data Analytics —



What to Do?



Diverse Data Analytics

What to Do?



One Cannot Fit All

Diverse Data Analytics

What to Do?



One Cannot Fit All

Diverse Data Analytics

What to Do?

Zoo of Systems



n

Hybrid Systems



n

Hybrid Systems

Examples: HadoopDB, SystemML, FlumeJava …



n

Hybrid Systems

Not Maintainable!

Examples: HadoopDB, SystemML, FlumeJava …



Taming Them to Live Together



Taming Them to Live Together



use of multiple data processing platforms for query 
processing (single run or across several runs)

Taming Them to Live Together

Cross-Platform Data Processing



Data Processing Taxonomy
Data Processing

Coupled Decoupled



Data Processing Taxonomy
Data Processing

Coupled Decoupled

Single-Platform Multi-Platform Single-Platform Multi-Platform



Data Processing Taxonomy
Data Processing

Coupled Decoupled

Single-Platform Multi-Platform Single-Platform Multi-Platform
PostgreSQL

Hadoop

Spark



Data Processing Taxonomy
Data Processing

Coupled Decoupled

Single-Platform Multi-Platform Single-Platform Multi-Platform
PostgreSQL

Hadoop

Spark

HadoopDB

SystemML
FlumeJava



Traditional Data Processing

Data Processing Taxonomy
Data Processing

Coupled Decoupled

Single-Platform Multi-Platform Single-Platform Multi-Platform
PostgreSQL

Hadoop

Spark

HadoopDB

SystemML
FlumeJava



Traditional Data Processing

Data Processing Taxonomy
Data Processing

Coupled Decoupled

Single-Platform Multi-Platform Single-Platform Multi-Platform
PostgreSQL

Hadoop

Spark

HadoopDB

SystemML
FlumeJava

Cross-Platform Data Processing



Federated DBs vs Cross-Platform

Cross-Platform SystemFederated DB System

Single Data Model Disparate Data Models



Cross-Platform 
Data Processing

Motivation

Use CasesSummary

ChallengesCurrent 
Efforts



Traditional Data Processing

Data Processing Taxonomy
Data Processing

Coupled Decoupled

Single-Platform Multi-Platform Single-Platform Multi-Platform

PostgreSQL

Hadoop

Spark

HadoopDB

SystemML
FlumeJava

Cross-Platform Data Processing



Cross-Platform Use Cases

Single-Platform Multi-Platform

Cross-Platform Data Processing

Data Processing



Cross-Platform Use Cases

Single-Platform Multi-Platform

Cross-Platform Data Processing

processing a query on any single 
data processing platform

Decoupled Single-Platform

Data Processing



Cross-Platform Use Cases

Single-Platform Multi-Platform

Cross-Platform Data Processing

Decoupled Single-Platform

processing one single query on 
several data processing platforms…

Data Processing



Opportunistic
… to reduce the total cost of the input query

Cross-Platform Use Cases

Single-Platform Multi-Platform

Cross-Platform Data Processing

Decoupled Single-Platform

processing one single query on 
several data processing platforms…

Data Processing



Mandatory
… because the platform where the data is cannot run it entirely

Opportunistic

Cross-Platform Use Cases

Single-Platform Multi-Platform

Cross-Platform Data Processing

Decoupled Single-Platform

processing one single query on 
several data processing platforms…

Data Processing



Opportunistic

Cross-Platform Use Cases

Single-Platform Multi-Platform

Cross-Platform Data Processing

Decoupled Single-Platform

Mandatory

Polystore
… because the data is stored across several store engines

processing one single query on 
several data processing platforms…

Data Processing



Cross-Platform Use Cases

Multi-Platform

Data Processing

Cross-Platform Data Processing

Opportunistic

Decoupled Single-Platform

Mandatory Polystore



Decoupled Single-Platform
using any single data processing platform to process a query

SGD



Decoupled Single-Platform
using any single data processing platform to process a query

SGD



Decoupled Single-Platform
using any single data processing platform to process a query

data access

SGD

SGD



Decoupled Single-Platform
using any single data processing platform to process a query

data access

SGD

SGD



Decoupled Single-Platform
using any single data processing platform to process a query

data access data access

SGD

SGD SGD



Decoupled Single-Platform
using any single data processing platform to process a query

data access data access

SGD JOIN

SGD SGD



Decoupled Single-Platform
using any single data processing platform to process a query

data access data access

SGD JOIN

SGD SGD



Decoupled Single-Platform
using any single data processing platform to process a query

data access data access

SGD JOIN

JOIN

SGD SGD



Decoupled Single-Platform
Java Spark Cross-Platform

100 290 414 22

200 587 458 24

Java Spark

Java Spark Cross-Platform

�1

using any single data processing platform to process a query



Decoupled Single-Platform
Java Spark Cross-Platform

100 290 414 22

200 587 458 24

Java Spark

Java Spark Cross-Platform

�1

Performance

using any single data processing platform to process a query



Decoupled Single-Platform
Java Spark Cross-Platform

100 290 414 22

200 587 458 24

Java Spark

Java Spark Cross-Platform

�1

Performance Ev
olu
tio
n

using any single data processing platform to process a query



System-Store Quadrant

Monoplatform Polyplatform

Monostore

Polystore

Decoupled Single Platform



Cross-Platform Use Cases

Multi-Platform

Data Processing

Cross-Platform Data Processing

Opportunistic

Decoupled Single-Platform

Mandatory Polystore



Opportunistic Cross-Platform
using several data processing platforms to reduce the cost of a query

SGD



Opportunistic Cross-Platform
using several data processing platforms to reduce the cost of a query

SGD Parse Input

Compute

Update

Sample

Loop



over a large dataset

Opportunistic Cross-Platform
using several data processing platforms to reduce the cost of a query

data access data access

SGD

sampleupdate wover a single data point

Parse Input

Compute

Update

Sample

Loop



Opportunistic Cross-Platform
Java Spark Cross-Platform

100 290 414 22

200 587 458 24

Java Spark Cross-Platform

�1

using several data processing platforms to reduce the cost of a query



Opportunistic Cross-Platform
Java Spark Cross-Platform

100 290 414 22

200 587 458 24

Java Spark Cross-Platform

�1

Performance

using several data processing platforms to reduce the cost of a query



System-Store Quadrant

Monoplatform Polyplatform

Monostore

Polystore

Decoupled Single Platform Opportunistic CP



Cross-Platform Use Cases

Multi-Platform

Data Processing

Cross-Platform Data Processing

Opportunistic

Decoupled Single-Platform

Mandatory Polystore



Mandatory Cross-Platform
SGD Parse Input

Compute

Update

Sample

Loop

using several data processing platforms to be able to process a query



Mandatory Cross-Platform

data access
data  

movement

SGD Parse Input

Compute

Update

Sample

Loop

main computationread/project data

using several data processing platforms to be able to process a query



System-Store Quadrant

Monoplatform Polyplatform

Monostore

Polystore

Decoupled Single Platform
Opportunistic CP

Mandatory CP



Cross-Platform Use Cases

Multi-Platform

Data Processing

Cross-Platform Data Processing

Opportunistic

Decoupled Single-Platform

Mandatory Polystore



Polystore
Join

using several data processing platforms because data is spread



Polystore
Join

Map

Join

Map

Map

Join

Customer Orders

Lineitem

using several data processing platforms because data is spread



Polystore
Join

Map

Join

Map

Map

Join

Customer Orders

Lineitem

LO
C

using several data processing platforms because data is spread



Polystore

data access data access

Join

Map

Join

Map

Map

Join

Customer Orders

Lineitem

LO
C

join jr1 with line itemjoin customer with orders

jr1

using several data processing platforms because data is spread



System-Store Quadrant

Monoplatform Polyplatform

Monostore

Polystore

Decoupled Single Platform
Opportunistic CP

Mandatory CP

Polystore CP



System-Store Quadrant

Monoplatform Polyplatform

Monostore

Polystore

Decoupled Single Platform
Opportunistic CP

Mandatory CP

Polystore CPDecoupled Single Platform



Federated DBs vs Cross-Platform (II)

Cross-Platform SystemFederated DB System

Single Data Model Disparate Data Models

Decoupled Single Platform
Opportunistic CP

Mandatory CP
Polystore CP

Polystore



Cross-Platform 
Data Processing

Motivation

Use CasesSummary

ChallengesCurrent 
Efforts



Challenges



Challenges



Challenges
Decoupling Applications1



Challenges
Decoupling Applications1



Challenges
Decoupling Applications1



Challenges
Decoupling Applications

Data Movement

1

2



Challenges
Decoupling Applications

Automatic Cross-Platform  
Data Processing

Data Movement

1

3

2



Challenges
Decoupling Applications

Automatic Cross-Platform  
Data Processing

Data Movement

1

3

2



Challenges
Decoupling Applications

Automatic Cross-Platform  
Data Processing

Data Movement

1

3

2



Challenges
Decoupling Applications

Automatic Cross-Platform  
Data Processing

Data Movement

Extensibility
1

3

2

4



Cross-Platform 
Data Processing

Motivation

Use CasesSummary

ChallengesCurrent 
Efforts



Challenges
Decoupling Applications

Automatic Cross-Platform  
Data Processing

Data Movement

Extensibility
1

2

3

4



HDFS S3 Local FS

Hadoop 
MR Spark Flink

DBMS Storm

Mahout Pig

Hive Crunch MLlib

Storage 
Engines

Processing 
Platforms

Applications
/Frontends

Decoupling Applications



HDFS S3 Local FS

Hadoop 
MR Spark Flink

DBMS Storm

Mahout Pig

Hive Crunch MLlib

Storage 
Engines

Processing 
Platforms

Applications
/Frontends

Decoupling Applications



HDFS S3 Local FS

Hadoop 
MR Spark Flink

DBMS Storm

Mahout Pig

Hive Crunch MLlib

Storage 
Engines

Processing 
Platforms

Applications
/Frontends

Cross-Platform System

Decoupling Applications



HDFS S3 Local FS

Hadoop 
MR Spark Flink

DBMS Storm

Mahout Pig

Hive Crunch MLlib

Storage 
Engines

Processing 
Platforms

Applications
/Frontends

Musketeer

BigDawg
Rheem

Ires

Apache Beam
QoX

DBMS+

Decoupling Applications



HDFS S3 Local FS

Hadoop 
MR Spark Flink

DBMS Storm

Mahout Pig

Hive Crunch MLlib

Storage 
Engines

Processing 
Platforms

Applications
/Frontends

Musketeer

BigDawg
Rheem

Ires

Apache Beam
QoX

DBMS+

Decoupling Applications



Musketeer: all for one, one for all in data processing systems. EuroSys’15.

This information may not be available at workflow imple-
mentation time, which motivates our approach of decoupling
workflow expression from the execution engine used.

3. All for one, one for all data processing
We believe that a decoupled data processing architecture
(Figure 4) gives users additional flexibility. In this approach,
we break the execution of a data processing workflow into
three layers. First, a user specifies her workflow using a
front-end framework. Next, this workflow specification is
translated into an intermediate representation. Third, jobs
are generated from this representation and executed on one
or more back-end execution engines.

Front-ends
Hive
Pig

DryadLINQ
GAS DSL
GreenMarl
SQL DSL
SparkSQL

GraphX
Lindi

GraphLINQ
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representation

Data-flow DAG

Back-ends
Hadoop
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Figure 4: To decouple processing, we translate front-end
workflow descriptions to a common intermediate represen-
tation from which we generate jobs for back-end execution
engines. Our Musketeer prototype supports systems in bold.

We give an overview of the three layers below; §4 will
describe their realization in our Musketeer prototype.

Front-ends. User-facing high-level abstractions for work-
flow expression (“frameworks”) act as front-ends to the
system. Many such frameworks exist: SQL-like querying
languages and vertex-centric graph abstractions are espe-
cially popular. We assume that users write their workflows
for such frameworks. The front-end workflow specifications
must then be translated to a common form; we do this by
either parsing the user input directly, or by building an API-
compatible shim for the front-end.

Intermediate representation. Ideally, all available front-
end frameworks and back-end execution engines would
agree on a single common intermediate representation (IR).
The IR must simultaneously (i) be sufficiently expressive
to support a broad range of workflows, and (ii) maintain
enough information to optimize back-end job code to a level
competitive with a competent hand-coded implementation.

Our intermediate representation is a dynamic directed
acyclic graph (DAG) of data-flow operators, with edges cor-
responding to input-output dependencies. This abstraction is
general: it supports specific operator types (cf. Dryad’s ver-
tices [19]) and general user-defined functions (UDFs); it can
handle iteration by successive expansion of the DAG (as in

CIEL [32] and Pydron [30]); and it can be extended with new
operators in order to enable end-to-end optimizations.

We can also perform query optimizations on the data-
flow DAG (e.g., to reduce intermediate data volume where
possible), as is already commonly done between front-end
and back-end in other systems [21, 41].

Back-ends. Finally, the system must generate code for
specific distributed data processing systems (“execution en-
gines”) at the back-end. A naı̈ve approach would simply
generate a job for each operator, but this fails to exploit
opportunities for optimization within the execution engines
(e.g., sharing data scans). Instead, we typically want to run
as few independent jobs as possible.

However, some execution engines have limited expressiv-
ity and therefore require the data-flow DAG to be partitioned
into multiple jobs. Many valid partitioning options exist, de-
pending on the workflow and the execution engines avail-
able. In §5, we show that exploring this space is an instance
of an NP-hard problem (k-way graph partitioning), and in-
troduce a heuristic to solve it efficiently for large DAGs.

Given a suitable partitioning, we generate jobs for the
chosen execution engines and dispatch them for execution.

Extensibility. Our approach is extensible: new front-end
frameworks can be added by providing translation logic
from framework constructs to the intermediate representa-
tion. Similarly, further back-end execution engines can be
supported as they emerge by adding appropriate code tem-
plates and code generation logic.

Limitations. Decoupling increases flexibility, but it may
obfuscate some end-to-end optimization opportunities from
expert users. Our scheme is best suited for non-specialist
users writing analytics workflows for high-level front-end
frameworks. This is common in industry: up to 80% of
jobs running in production clusters come from front-end
frameworks such as Pig [35], Hive [40], Shark [41] or
DryadLINQ [42], according to a recent study [8].

4. Musketeer implementation
Musketeer is our proof-of-concept implementation of the de-
coupled “all for one, one for all” approach that we advo-
cate. It translates a workflow defined in a front-end frame-
work into an intermediate representation, applies optimiza-
tions and generates code for suitable back-end execution en-
gines. In this section, we describe Musketeer in detail. Fig-
ure 5 illustrates the different stages a Musketeer workflow
proceeds through from specification to execution.

4.1 Workflow expression

Distributed execution engines simplify data processing by
shielding users from the intricacies of writing parallel, fault-
tolerant code. However, they still require users to express
their computation in terms of low-level primitives, such as
map and reduce functions [10] or message-passing ver-

Musketeer
DAG-based intermediate representation
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Figure 2: Meta-data descriptions of (a) a dataset of crawled
web pages and (b) an abstract tf-idf operator.

level on its various steps, ranging from the fine-grained
definition of specific implementations/engines to the coarse-
grained description of the general functionality regardless
of the platform. It is IReS that will remove this abstraction,
examine alternative execution paths of the same conceptual
workflow and select the most beneficial one, according to
the user-defined policy.

The main entities of our framework are data and opera-

tors, which need to be accompanied by a set of meta-data,
i.e., properties that describe them. Data and operators can
be either abstract or materialized. Abstract operators and
datasets are defined and used when composing a workflow,
whereas materialized ones refer to specific implementations
and existing datasets and are usually provided by the opera-
tor developer or the dataset owner respectively. Materialized
operators along with their descriptions are stored in the
operator library, as depicted in Figure 1.

The meta-data accompanying operators (e.g., input types,
execution parameters, invocation scripts, etc.) and data (e.g.,
schemata, location of objects, etc.) are organized in a generic
tree format. To avoid restricting the user and allow for
flexibility, only the first levels of the meta-data tree are pre-
defined. Users can add their ad-hoc subtrees to define custom
data or operator properties. Moreover, some fields (mostly
the ones related to the operator and data requirements)
are compulsory while the rest (e.g., known cost models,
statistics, etc.) are optional and user-defined. Materialized
data and operators need to have all their compulsory fields
filled in with information. Abstract data and operators do not
adhere to this rule. Apart from having empty fields, they can
also support regular expressions (e.g., the ⇤ symbol under
a field means that the abstract object matches materialized
ones with any value of that field). In general, we pre-define
the following the meta-data fields:
Constraints: This sub-tree contains all the information
that is required to match (a) abstract operators to
materialized ones and (b) data to operators. Mandatory
fields include specifications of operator inputs/outputs,
algorithms, engines and anything considered necessary in
the abstract/materialized matching of operators.
Execution: This sub-tree provides the execution parameters
of a materialized operator, such as the path of a dataset or
the execution arguments of an operator script.

Figure 3: Meta-data description of a materialized tf-idf
operator, implemented in mahout/Hadoop

Optimization: This optional part of the meta-data holds
additional information that assists in the optimization of the
workflow. This information could include, for instance, a
cost function provided by the developer of the operator or
instructions on how to create one by profiling over specific
metrics (e.g., execution time, required RAM, etc.).

As an example, let us assume an analyst wants to per-
form tf-idf over a corpus of documents crawled from the
Internet. First, she needs to describe the input dataset,
crawlDocuments, as depicted in Figure 2.a: It is a
sequence file stored in HDFS, following the path spec-
ified by the Execution field. The information under
Optimization notifies the system of the number of
documents contained in the dataset. Then, she needs to
specify the operation to be performed. In its abstract form,
the TF_IDF operator (see Figure 2.b) needs only define
one input parameter, the implemented algorithm (under
opSpecification.Algorithm) and an output param-
eter. In short, TF_IDF defines a format that any tf-idf
implementation of the specific functionality needs to follow.

Additionally, a materialized tf-idf operator includes all
information required in order to perform the operation on
an execution engine. In TF_IDF_mahout (see Figure 3),
the operator calculates tf-idf over Mahout/Hadoop; it thus
includes Hadoop-specific information about the input, output
and the engine. The input and output in this case have
specific types and an engine specification (under Engine).
The operator itself also has an EngineSpecification,
indicating its execution location.

To discover the actual implementations that comply with
the description of both the abstract operator and the dataset
provided by the user, we employ a tree matching algorithm
to ensure that all meta-data constraints are met, i.e., all
compulsory fields are consistent. This is performed during
the planning and optimization phase, described subsequently.
In our example, TF_IDF_mahout matches TF_IDF in
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Figure 2: Meta-data descriptions of (a) a dataset of crawled
web pages and (b) an abstract tf-idf operator.

level on its various steps, ranging from the fine-grained
definition of specific implementations/engines to the coarse-
grained description of the general functionality regardless
of the platform. It is IReS that will remove this abstraction,
examine alternative execution paths of the same conceptual
workflow and select the most beneficial one, according to
the user-defined policy.

The main entities of our framework are data and opera-

tors, which need to be accompanied by a set of meta-data,
i.e., properties that describe them. Data and operators can
be either abstract or materialized. Abstract operators and
datasets are defined and used when composing a workflow,
whereas materialized ones refer to specific implementations
and existing datasets and are usually provided by the opera-
tor developer or the dataset owner respectively. Materialized
operators along with their descriptions are stored in the
operator library, as depicted in Figure 1.

The meta-data accompanying operators (e.g., input types,
execution parameters, invocation scripts, etc.) and data (e.g.,
schemata, location of objects, etc.) are organized in a generic
tree format. To avoid restricting the user and allow for
flexibility, only the first levels of the meta-data tree are pre-
defined. Users can add their ad-hoc subtrees to define custom
data or operator properties. Moreover, some fields (mostly
the ones related to the operator and data requirements)
are compulsory while the rest (e.g., known cost models,
statistics, etc.) are optional and user-defined. Materialized
data and operators need to have all their compulsory fields
filled in with information. Abstract data and operators do not
adhere to this rule. Apart from having empty fields, they can
also support regular expressions (e.g., the ⇤ symbol under
a field means that the abstract object matches materialized
ones with any value of that field). In general, we pre-define
the following the meta-data fields:
Constraints: This sub-tree contains all the information
that is required to match (a) abstract operators to
materialized ones and (b) data to operators. Mandatory
fields include specifications of operator inputs/outputs,
algorithms, engines and anything considered necessary in
the abstract/materialized matching of operators.
Execution: This sub-tree provides the execution parameters
of a materialized operator, such as the path of a dataset or
the execution arguments of an operator script.

Figure 3: Meta-data description of a materialized tf-idf
operator, implemented in mahout/Hadoop

Optimization: This optional part of the meta-data holds
additional information that assists in the optimization of the
workflow. This information could include, for instance, a
cost function provided by the developer of the operator or
instructions on how to create one by profiling over specific
metrics (e.g., execution time, required RAM, etc.).

As an example, let us assume an analyst wants to per-
form tf-idf over a corpus of documents crawled from the
Internet. First, she needs to describe the input dataset,
crawlDocuments, as depicted in Figure 2.a: It is a
sequence file stored in HDFS, following the path spec-
ified by the Execution field. The information under
Optimization notifies the system of the number of
documents contained in the dataset. Then, she needs to
specify the operation to be performed. In its abstract form,
the TF_IDF operator (see Figure 2.b) needs only define
one input parameter, the implemented algorithm (under
opSpecification.Algorithm) and an output param-
eter. In short, TF_IDF defines a format that any tf-idf
implementation of the specific functionality needs to follow.

Additionally, a materialized tf-idf operator includes all
information required in order to perform the operation on
an execution engine. In TF_IDF_mahout (see Figure 3),
the operator calculates tf-idf over Mahout/Hadoop; it thus
includes Hadoop-specific information about the input, output
and the engine. The input and output in this case have
specific types and an engine specification (under Engine).
The operator itself also has an EngineSpecification,
indicating its execution location.

To discover the actual implementations that comply with
the description of both the abstract operator and the dataset
provided by the user, we employ a tree matching algorithm
to ensure that all meta-data constraints are met, i.e., all
compulsory fields are consistent. This is performed during
the planning and optimization phase, described subsequently.
In our example, TF_IDF_mahout matches TF_IDF in
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Fig. 1: Time taken for various database operations in dif-
ference database engines. The dashed lines correspond to a
count operation in SciDB and PostGRES and the solid lines
correspond finding the number of discrete entries in SciDB
and PostGRES. For the count operation, SciDB outperforms
PostGRES whereas PostGRES outperforms SciDB for finding
the number of discrete entries.

of replication, partitioning and horizontally scaled hardware.
Many of the federated database technologies concentrated on
relational data. With the influx of different data sources such as
text, imagery, and video, such relational data models may not
support high performance ingest and query for these new data
modalities. Further, supporting the types of analytics that users
wish to perform (for example, a combination of convolution of
time series data, gaussian filtering of imagery, topic modeling
of text,etc.) is difficult within a single programming or data
model.

Consider the simple performance curve of Figure 1 which
describes an experiment where we performed two basic oper-
ations – counting the number of entries and extracting discrete
entries – on a varying number of elements. As shown in the
figure, for counting the number of entries, SciDB outperforms
PostGRES by nearly an order of magnitude. We see the
relative performance reversed in the case of extracting discrete
entries.

Many time-series, image or video storage systems are most
efficient when using an array data model [10] which provides
a natural organization and representation of data. Analytics on
these data are often developed using linear algebraic operations
such as matrix multiplication. In a simple experiment in which
we performed matrix multiplication in PostGRES and SciDB,
we observed nearly three orders of magnitude difference in
performance time (for a 1000 ⇥ 1000 dense matrix multi-
plication, PostGRES takes approximately 166 minutes vs. 5
seconds in SciDB).

These results suggest that analytics in which one wishes to
perform a combination of operations (for example, extracting
the discrete entries in a dataset and using that result to
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Fig. 2: The BigDAWG polystore architecture consists of four
layers - engines, islands, middleware/API and applications.

perform a matrix multiplication operation) may benefit from
performing part of the operation in PostGRES (extracting
discrete entries) and the remaining part (matrix multiplication)
in SciDB.

Extending the concept of federated and parallel databases,
we propose a “polystore” database. Polystore databases can
harness the relative strengths of underlying DBMSs. Unlike
federated or parallel databases, polystore databases are de-
signed to simultaneously work with disparate database en-
gines and programming/data models while supporting com-
plete functionality of underlying DBMSs. In fact, a polystore
solution may include federated and/or parallel databases as
a part of the overall solution stack. In a polystore solution,
different components of an overall dataset can be stored in the
engine(s) that will best support high performance ingest, query
and analysis. For example, a dataset with structured, text and
time-series data may simultaneously leverage relational, key-
value and array databases. Incoming queries may leverage one
or more of the underlying systems based on the characteristics
of the query. For example, performing a linear algebraic op-
eration on time-series data may utilize just an array database;
performing a join between time-series data and structured data
may leverage array and relational databases respectively.

In order to support such expansive functionality, the Big-
DAWG polystore system (Figure 2) utilizes a number of fea-
tures. “Islands” provide users with a number of programming
and data model choices; “Shim” operations allow translation
of one data model to another; and “Cast” operations allow for
the migration of data from one engine or island to another.
We go into greater depth of the BigDAWG architecture in
Section III.

III. BIGDAWG ARCHITECTURE

The BigDAWG architecture consists of four distinct layers
as described in Figure 2: database and storage engines; islands;
middleware and API; and applications. In this section, we

The BigDawg Polystore System and Architecture. IEEE High Performance Extreme Computing 2016.
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This information may not be available at workflow imple-
mentation time, which motivates our approach of decoupling
workflow expression from the execution engine used.

3. All for one, one for all data processing
We believe that a decoupled data processing architecture
(Figure 4) gives users additional flexibility. In this approach,
we break the execution of a data processing workflow into
three layers. First, a user specifies her workflow using a
front-end framework. Next, this workflow specification is
translated into an intermediate representation. Third, jobs
are generated from this representation and executed on one
or more back-end execution engines.
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GraphX
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Figure 4: To decouple processing, we translate front-end
workflow descriptions to a common intermediate represen-
tation from which we generate jobs for back-end execution
engines. Our Musketeer prototype supports systems in bold.

We give an overview of the three layers below; §4 will
describe their realization in our Musketeer prototype.

Front-ends. User-facing high-level abstractions for work-
flow expression (“frameworks”) act as front-ends to the
system. Many such frameworks exist: SQL-like querying
languages and vertex-centric graph abstractions are espe-
cially popular. We assume that users write their workflows
for such frameworks. The front-end workflow specifications
must then be translated to a common form; we do this by
either parsing the user input directly, or by building an API-
compatible shim for the front-end.

Intermediate representation. Ideally, all available front-
end frameworks and back-end execution engines would
agree on a single common intermediate representation (IR).
The IR must simultaneously (i) be sufficiently expressive
to support a broad range of workflows, and (ii) maintain
enough information to optimize back-end job code to a level
competitive with a competent hand-coded implementation.

Our intermediate representation is a dynamic directed
acyclic graph (DAG) of data-flow operators, with edges cor-
responding to input-output dependencies. This abstraction is
general: it supports specific operator types (cf. Dryad’s ver-
tices [19]) and general user-defined functions (UDFs); it can
handle iteration by successive expansion of the DAG (as in

CIEL [32] and Pydron [30]); and it can be extended with new
operators in order to enable end-to-end optimizations.

We can also perform query optimizations on the data-
flow DAG (e.g., to reduce intermediate data volume where
possible), as is already commonly done between front-end
and back-end in other systems [21, 41].

Back-ends. Finally, the system must generate code for
specific distributed data processing systems (“execution en-
gines”) at the back-end. A naı̈ve approach would simply
generate a job for each operator, but this fails to exploit
opportunities for optimization within the execution engines
(e.g., sharing data scans). Instead, we typically want to run
as few independent jobs as possible.

However, some execution engines have limited expressiv-
ity and therefore require the data-flow DAG to be partitioned
into multiple jobs. Many valid partitioning options exist, de-
pending on the workflow and the execution engines avail-
able. In §5, we show that exploring this space is an instance
of an NP-hard problem (k-way graph partitioning), and in-
troduce a heuristic to solve it efficiently for large DAGs.

Given a suitable partitioning, we generate jobs for the
chosen execution engines and dispatch them for execution.

Extensibility. Our approach is extensible: new front-end
frameworks can be added by providing translation logic
from framework constructs to the intermediate representa-
tion. Similarly, further back-end execution engines can be
supported as they emerge by adding appropriate code tem-
plates and code generation logic.

Limitations. Decoupling increases flexibility, but it may
obfuscate some end-to-end optimization opportunities from
expert users. Our scheme is best suited for non-specialist
users writing analytics workflows for high-level front-end
frameworks. This is common in industry: up to 80% of
jobs running in production clusters come from front-end
frameworks such as Pig [35], Hive [40], Shark [41] or
DryadLINQ [42], according to a recent study [8].

4. Musketeer implementation
Musketeer is our proof-of-concept implementation of the de-
coupled “all for one, one for all” approach that we advo-
cate. It translates a workflow defined in a front-end frame-
work into an intermediate representation, applies optimiza-
tions and generates code for suitable back-end execution en-
gines. In this section, we describe Musketeer in detail. Fig-
ure 5 illustrates the different stages a Musketeer workflow
proceeds through from specification to execution.

4.1 Workflow expression

Distributed execution engines simplify data processing by
shielding users from the intricacies of writing parallel, fault-
tolerant code. However, they still require users to express
their computation in terms of low-level primitives, such as
map and reduce functions [10] or message-passing ver-

Musketeer



Musketeer: all for one, one for all in data processing systems. EuroSys’15.

This information may not be available at workflow imple-
mentation time, which motivates our approach of decoupling
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We give an overview of the three layers below; §4 will
describe their realization in our Musketeer prototype.

Front-ends. User-facing high-level abstractions for work-
flow expression (“frameworks”) act as front-ends to the
system. Many such frameworks exist: SQL-like querying
languages and vertex-centric graph abstractions are espe-
cially popular. We assume that users write their workflows
for such frameworks. The front-end workflow specifications
must then be translated to a common form; we do this by
either parsing the user input directly, or by building an API-
compatible shim for the front-end.

Intermediate representation. Ideally, all available front-
end frameworks and back-end execution engines would
agree on a single common intermediate representation (IR).
The IR must simultaneously (i) be sufficiently expressive
to support a broad range of workflows, and (ii) maintain
enough information to optimize back-end job code to a level
competitive with a competent hand-coded implementation.

Our intermediate representation is a dynamic directed
acyclic graph (DAG) of data-flow operators, with edges cor-
responding to input-output dependencies. This abstraction is
general: it supports specific operator types (cf. Dryad’s ver-
tices [19]) and general user-defined functions (UDFs); it can
handle iteration by successive expansion of the DAG (as in

CIEL [32] and Pydron [30]); and it can be extended with new
operators in order to enable end-to-end optimizations.

We can also perform query optimizations on the data-
flow DAG (e.g., to reduce intermediate data volume where
possible), as is already commonly done between front-end
and back-end in other systems [21, 41].

Back-ends. Finally, the system must generate code for
specific distributed data processing systems (“execution en-
gines”) at the back-end. A naı̈ve approach would simply
generate a job for each operator, but this fails to exploit
opportunities for optimization within the execution engines
(e.g., sharing data scans). Instead, we typically want to run
as few independent jobs as possible.

However, some execution engines have limited expressiv-
ity and therefore require the data-flow DAG to be partitioned
into multiple jobs. Many valid partitioning options exist, de-
pending on the workflow and the execution engines avail-
able. In §5, we show that exploring this space is an instance
of an NP-hard problem (k-way graph partitioning), and in-
troduce a heuristic to solve it efficiently for large DAGs.

Given a suitable partitioning, we generate jobs for the
chosen execution engines and dispatch them for execution.

Extensibility. Our approach is extensible: new front-end
frameworks can be added by providing translation logic
from framework constructs to the intermediate representa-
tion. Similarly, further back-end execution engines can be
supported as they emerge by adding appropriate code tem-
plates and code generation logic.

Limitations. Decoupling increases flexibility, but it may
obfuscate some end-to-end optimization opportunities from
expert users. Our scheme is best suited for non-specialist
users writing analytics workflows for high-level front-end
frameworks. This is common in industry: up to 80% of
jobs running in production clusters come from front-end
frameworks such as Pig [35], Hive [40], Shark [41] or
DryadLINQ [42], according to a recent study [8].

4. Musketeer implementation
Musketeer is our proof-of-concept implementation of the de-
coupled “all for one, one for all” approach that we advo-
cate. It translates a workflow defined in a front-end frame-
work into an intermediate representation, applies optimiza-
tions and generates code for suitable back-end execution en-
gines. In this section, we describe Musketeer in detail. Fig-
ure 5 illustrates the different stages a Musketeer workflow
proceeds through from specification to execution.

4.1 Workflow expression

Distributed execution engines simplify data processing by
shielding users from the intricacies of writing parallel, fault-
tolerant code. However, they still require users to express
their computation in terms of low-level primitives, such as
map and reduce functions [10] or message-passing ver-

Musketeer
How to map the 
IR to back-ends 
automatically?
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Method Enumeration Cost Model Data Movement 
Cost

User-Specified 
Platform

Musketeer Cost-based Exhaustive/DP Analytical No No
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Cost

User-Specified 
Platform

Musketeer Cost-based Exhaustive/DP Analytical No No

Rheem Cost-based Enumeration 
algebra ML-based Yes Operator level

Ires Cost-based DP ML-based Yes Operator level

QoX Cost-based Greedy Analytical Yes No
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Method Enumeration Cost Model Data Movement 
Cost

User-Specified 
Platform

Musketeer Cost-based Exhaustive/DP Analytical No No

Rheem Cost-based Enumeration 
algebra ML-based Yes Operator level

Ires Cost-based DP ML-based Yes Operator level

QoX Cost-based Greedy Analytical Yes No

Cyclops Cost-based ? ML-based No Task level

Myria Rule-based Bottom up NA NA No
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How to integrate a platform fully automatically?
Platform Integration

How to support arbitrary processing models?
Flexible Processing Model

What is the right intermediate data representation?
Fast Data Transfer
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